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Executive summary 

A commercial market has formed around the proposition that artificial intelligence has made 

professional preparation of grant applications unnecessary. Platforms now offer to write, score or 

“optimise” applications to the EIC Accelerator and the wider Horizon Europe framework, typically 

promising a submission-ready proposal in minutes, at a fraction of the cost of expert support, with an 

implication that the applicant’s chances improve. 

This paper does not argue against artificial intelligence. EAIC members use it daily, it reduces 

administrative burden, and the European Commission’s own research finds evidence that it widens 

participation. Nor does it argue that applicants need consultants; many succeed without them. It argues 

something narrower and, we believe, harder to dismiss: the central promise of this market is 

unsupported by evidence, contradicted by the behaviour of the funding authorities themselves, 

and in several cases contradicted by the very sources the sellers cite. 

Findings. 

• The premise is wrong. Winning an ultra-competitive grant was never principally a writing 

problem. The EIC Board states that many proposals fail not because they are badly written but 

because the business case has fundamental flaws. Drafting is a minority of the work; project 

engineering, evidence-building, financial construction and go/no-go judgement are the rest. 

• The evidence points the other way. The Commission’s Joint Research Centre, analysing the 

universe of firm applications to Horizon Europe, found that proposals relying extensively on 

machine-generated text are associated with lower evaluation scores and lower funding 

probabilities — with adoption concentrated among younger, less innovative firms and firms in 

countries with lower R&D intensity. The same study found no evidence of a causal worsening, 

and concluded that generative AI may genuinely lower barriers to participation. Both findings are 

reported here. 

• No product has evidenced its claims. To our knowledge there is no peer-reviewed study of 

any specialised proposal-writing product, no audited outcome data published by any provider, 

and no evidence that any of them outperforms direct use of a general-purpose model. 

• Every funding authority that has met this at scale has responded by taking weight off the 

written document. Innovate UK’s flagship Smart Grants received 2,134 applications for 44 

awards — a 2% success rate — and was withdrawn from January 2025; its executive chair told 

the House of Lords he had begun rebuilding the entire application process because of AI. The 

NIH now refuses applications substantially developed by AI and caps investigators at six a year. 

The European Commission requires disclosure, with liability resting on the applicant. 

• The market’s structure creates conflicts the buyer cannot see. A significant share of these 

products are owned by or tied to grant consultants and function as the entry point of a paid 

advisory ladder. The arrangement also makes possible a selection dynamic — the tool as 

qualified deal flow, from which the strongest cases are chosen for a paid writing engagement — 

that would render any published success rate uninterpretable. 

• The central technical claim cannot be verified. Where providers assert training on successful 

proposals or on evaluators’ summary reports, they assert a corpus that is not public. Evaluation 

Summary Reports are confidential to the individual applicant, and aggregating either category 
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requires a lawful basis and the informed consent of every applicant concerned. No provider 

making this claim has published any account of how such consent was obtained. And consent 

would not resolve it: even a large, fully authorised corpus would not support what is claimed, 

because outcomes turn on facts about the applicant that the text does not contain (Section 5.4, 

Annex A). 

• Risk allocation is entirely one-sided. Responsibility for content, eligibility exposure under the 

disclosure rules, confidentiality of uploaded IP, and the cost of consuming one of a limited 

number of attempts all rest with the applicant. None rests with the vendor. 

Recommendations. We ask providers to state plainly whether they sell software or advice, to 

substantiate outcome claims or withdraw them, to quote official sources in full, and to evidence their 

data governance. We ask applicants to check ownership, evidence, accountability and citations before 

purchasing. We ask the European institutions to state publicly and repeatedly what actually determines 

success, and to design the next Framework Programme on the assumption that evaluation capacity, 

not application volume, is the scarce resource. And we ask our own members to meet the standards we 

are asking of others, first. 

The underlying point is not adversarial 

Artificial intelligence has been clarifying. It has removed the part of this work that was never the 

constraint and left exposed the part that always was: the slow, specific business of building a case 

that holds up under challenge. Applicants deserve to be told that plainly by everyone who takes their 

money, ourselves included. 
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PART I — The argument and the market 

1. Introduction 

The European Association of Innovation Consultants represents innovation consultancies across 

Europe and operates under a published Code of Conduct. Its EIC Working Group monitors the 

implementation of the EIC Accelerator and provides consolidated feedback to the European institutions. 

Over the past eighteen months a new category of product has entered this market. Platforms marketed 

as “AI grant writers”, “proposal evaluators” or “readiness diagnostics” now address applicants to the 

EIC Accelerator, EIC Transition and the broader Horizon Europe framework. Many are only months old. 

Several are genuinely useful. Their marketing, however, has converged on a common set of claims that 

warrant examination: that professional support has been rendered obsolete, that a competitive 

application can now be produced in minutes, and — sometimes explicitly, more often by implication — 

that using such a product improves the applicant’s likelihood of being funded. 

EAIC has an evident commercial interest in this question, and we state it at the outset rather than leave 

it to be discovered. That interest is also why this paper is constructed as it is: almost every load-

bearing fact in it comes from a source that is not us — the EIC Board, the European Commission’s 

Joint Research Centre, evidence given to the UK Parliament, and United States federal policy. Where 

we use our own data we say so and disclose its limitations. 

This paper is addressed to three audiences at once: the European institutions designing the next 

Framework Programme; the applicants being marketed these products; and the providers themselves, 

several of whom, we believe, would meet the standards set out here if asked to. 

2. Problem statement 

The problem this paper addresses is not the existence of AI tools. It is a mismatch, now clearly 

documented, between what a commercial market is telling applicants and what the funding system is 

actually doing. 

Three propositions, taken together, define it. 

First, a claim is being made at scale that no one has substantiated. Products are marketed to 

SMEs and first-time applicants on the basis of funding outcomes — time saved against professional 

support, cost avoided, “submission-ready” output, improved chances — in a market where no provider 

publishes audited outcome data and no independent study of any product exists. The buyers are, by 

construction, the parties least equipped to evaluate the claim: organisations with scarce cash, no 

experience of how evaluation works, and no basis for comparison. 

Second, the claim is inconsistent with the direction of travel of every relevant funding authority. 

Since 2024 the three jurisdictions that have confronted machine-assisted applications at scale — the 

United Kingdom, the United States and the European Union — have each responded by reducing the 

weight placed on the written document, restricting volume, or shifting the burden of verification onto the 

applicant. None has responded by valuing written text more highly. 
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Third, the structure of the market obscures who is selling what. A significant proportion of these 

products are operated by grant consultants while being marketed as the alternative to grant 

consultants. Where that is the case, the buyer’s understanding of the transaction — its neutrality, its 

incentives, its accountability — is materially wrong, and nothing in current disclosure practice would 

correct it. 

The consequence, in each case, falls on the applicant: money spent against an unevidenced promise, 

an eligibility risk assumed without being informed of it, confidential material uploaded into pipelines of 

unstated provenance, and one of a strictly limited number of submission attempts consumed. 

The question this paper sets out to answer is therefore narrow and empirical: does the evidence 

support the proposition that automated proposal production improves an applicant’s prospects 

in ultra-competitive European innovation funding? On the evidence currently available, it does not 

— and the reason it does not is instructive. 

3. The central argument: AI is an efficiency gain, not a shortcut 

The promise being sold is compression. It rests on an implicit premise: that the barrier to public funding 

was the cost and difficulty of producing the document. 

Three years of evidence indicate otherwise, and the pattern is consistent across jurisdictions. Where 

the cost of producing a plausible application has collapsed, success rates have collapsed with it rather 

than risen. Where funders have measured the effect of heavy machine-assisted writing, they have 

found it associated with lower scores. Where funders have responded, they have removed weight from 

the written document — rebuilding processes, adding live interrogation, capping submissions — 

because a document that anyone can produce cannot discriminate between applicants. And the 

categories of content these systems generate most fluently — market figures, competitor claims, 

references, financial projections — are precisely those evaluators verify most aggressively and 

applicants must defend in person. 

The conclusion is not that AI is useless. It is that AI has removed the part of the work that was never 

the constraint, and in doing so has exposed the part that always was. That part consists of 

understanding the innovation and the market need well enough to build a defensible case; assembling 

evidence that survives a technical expert; constructing financials that survive due diligence; and 

knowing the project well enough to defend it under challenge, without notes, in a room. 

This work is slow, specific to the applicant, and cannot be compressed — by software or by anyone 

else. AI has made the writing cheap. It has made the case-building more decisive, not less. Any product 

marketed on the opposite premise is selling a shortcut that the funding system has already closed. 

4. The market: structure and observed practices 

The markers below do not all appear together in every case, and their presence is a reason for 

questions rather than a verdict. They recur often enough, and cluster tightly enough, to be worth 

naming. 
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4.1 The undisclosed dual role 

A significant share of products marketed as independent “AI grant writers” are built by, owned by, or 

commercially bound to grant consultants, and function as the entry point of a service ladder running 

from a low-cost subscription through advisory packages and proposal review to full end-to-end writing 

at conventional rates. 

The ladder is not inferred; in several cases it is published. A representative structure currently on offer 

runs from an automated drafting tool, to a training-and-templates package, to a proposal review 

conducted personally by the founding consultant — the latter two priced in the high hundreds of euros 

— and then to an invitation to engage that consultant directly. Each rung is a legitimate service. 

Together they describe an advisory business with an automated intake stage, which is a different 

proposition from the one the buyer believes they are choosing. 

It should be said that not every provider obscures this. Some state plainly on their own pages that the 

tool is operated by a named consultancy and was built by a practising evaluator or grant professional. 

That is exactly the disclosure this paper asks for, it costs those providers nothing, and it demonstrates 

that the standard is practicable rather than onerous. 

There is nothing improper in a consultant productising expertise. The problem is the framing. When a 

product is marketed as the alternative to consultants while being operated by consultants, the applicant 

is not making the choice they believe they are making. The “neutral, agnostic, evaluator-trained” 

positioning implies an objectivity that a party selling downstream advisory services does not possess, 

and a diagnostic or scoring tool operated by a firm that sells the remedy carries an incentive the 

applicant cannot see. 

More fundamentally: if a provider advises on whether to apply, how to position a project, or what an 

evaluator will reward, it is providing innovation consultancy, whatever the interface looks like — and 

should be held to the standards that apply to consultancy. 

Table 1 — The two possible answers, and what each entails 

 If the provider is a software company If the provider is a consultancy 

What the buyer is 
purchasing 

A licence to a tool Judgement applied to their case 

Commercial incentive Volume: revenue scales with proposals 
generated 

Outcomes: reputation depends on results 

Advice not to apply No reason to give it The core of the service 

Code of conduct None applies by default EIC Board Code (Nov 2023); EAIC Code 
for members 

Conflict disclosure Not currently expected Required of an adviser 

Professional indemnity Typically none Normal professional requirement 

Accountable individual Often none named Named, and answerable 

Who carries content 
liability 

The applicant The applicant — but the adviser answers 
for the advice 
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Neither column is illegitimate. The difficulty arises only when a provider occupies the second while 

presenting itself as the first, because the obligations in the right-hand column then apply to no one. 

4.2 The funnel and the selection dynamic 

This configuration makes a particular arrangement possible, and applicants should understand it 

because it is invisible from outside. 

A provider operating a free or low-cost automated tool acquires something more valuable than 

subscription revenue: a continuous, self-funding stream of applicants who disclose their technology, 

market, financials and readiness at the point of intake. That is qualified deal flow, and it is better 

information than any acquisition process could buy. From that pipeline the provider can identify the 

minority of cases that look genuinely fundable, and offer those applicants the full advisory and writing 

service at conventional rates — precisely because it has already seen enough to judge them worth the 

effort. The remainder proceed with the automated output. 

We make no allegation that any specific provider does this. We note that the structure creates the 

incentive, that nothing in current disclosure practice would reveal it, and that its consequences run in 

exactly the wrong direction: 

• Any success-rate claim becomes uninterpretable. Outcomes achieved on a hand-selected 

subset drawn from a pre-screened pool tell a prospective buyer nothing about what the tool 

does for an unselected applicant. A provider could report a high success rate on advisory 

engagements while its software served a population that fared poorly, and both statements 

would be true. 

• The advice that most protects an applicant is never given. In an accountable advisory 

relationship, the adviser tells a weak or premature candidate not to apply. Here, the applicant 

not selected for the premium service is not told they were assessed and passed over. They are 

left to submit. 

• Selection is presented as capability. The claim attributes the outcome to the technology when 

the operative variable was which applicants were chosen. 

4.3 The obsolescence narrative 

A recurring theme in this market’s communications is the announced death of the consultancy model. 

Two observations. 

This narrative is very often published by parties who sell both sides of it: the same communications that 

pronounce the writing function obsolete also market full writing, co-writing, advisory and review 

services. 

More striking is a divergence visible to anyone who reads a provider’s professional commentary 

alongside its consumer marketing. Writing for a professional audience, providers in this market have 

argued that applicants cannot fully outsource proposal writing because they will be questioned at 

interview; that the durable value lies in expertise and guidance rather than in text production; and that 

automated writing tools will themselves be obsolete within a year or two. Those are defensible 

propositions, and we largely agree with them. They are also inconsistent with marketing a “fully 
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automated grant proposal writer” to first-time applicants. A provider cannot simultaneously tell the 

profession that automated writing does not work and tell applicants that it does. Where both 

messages issue from the same source, the applicant is receiving the one written for the buyer rather 

than the one written for the peer. 

And the narrative confuses a task with a service. The typing is being automated, and we agree. It does 

not follow that the work is. 

The obsolescence claim is also rarely argued in the abstract. It is usually delivered as a price 

comparison — a five-figure retainer plus a percentage of grant value, set against a fixed per-proposal 

fee — with the difference presented not merely as better value but as evidence that the service itself 

has been superseded. That is a substantial claim resting on a comparison of prices rather than of 

outcomes, and it is the form in which most applicants encounter the argument. Whether the comparison 

holds is examined in Section 9.4. 

4.4 Absence of track record, audited outcomes and liability 

No provider in this market publishes audited success-rate data. Efficacy is expressed as time saved, 

cost avoided, self-graded benchmarks, or percentages with no methodology, sample or baseline. 

Several providers assert training on hundreds of successful proposals or on evaluator summary reports 

— documents confidential to individual applicants, whose aggregation requires a lawful basis and their 

consent, making such claims at best unverifiable. Section 5.1 examines that assertion and the 

obstacle to substantiating it; Section 5.2 sets out what an applicant confronted with such a 

claim can and cannot establish. 

There is also a structural reason why audited outcome data does not exist anywhere in this market, and 

it applies to consultancies as much as to software. Section 5.4 explains it, and Annex A.5 gives the 

arithmetic: demonstrating a genuine improvement in funding outcomes would require a prospective 

randomised study far larger than any actor in this field could run, which means that every published 

success rate — ours included — reflects which clients were accepted rather than what the provider 

contributed. That does not excuse an unevidenced claim. It means the claim should not be made at all. 

Behind the claims there is frequently no operating history in the domain: entities weeks or months old, 

no-code front-ends, free webmail contact addresses, no professional indemnity, no named accountable 

adviser. Several have already pivoted away or disappeared. If a tool’s output contributes to a rejection 

— or an ineligibility — there is no recourse. 

4.5 Undifferentiated intake and the language of guarantee 

Competitive innovation funding has a hard truth at its centre: for most companies, at most moments, 

the honest answer is not yet, or not this call. Telling a founder their project is not mature enough, that 

the fit is wrong, or that they should wait a cut-off is the least commercial and most valuable thing an 

adviser does — and the conversation a volume-based, self-service model has no reason to have. 

The published figures show what is at stake in that conversation. In the October 2025 EIC Accelerator 

cut-off, 923 companies submitted full Step 2 proposals, 121 were invited to interview, and 61 

were funded. Step 1 volumes are not published, so the attrition from first contact is steeper still. This is 

the base rate against which applicants are being told their prospects improve — and it is why a 

recommendation not to submit carries real economic value rather than being a consultant’s affectation. 



 

EAIC - European Association of Innovation Consultants | www.eaic.eu 
10 

It also sharpens the cost of a premature attempt: applicants are limited to three unsuccessful 

applications in the current period, so at these odds a fast attempt is an expensive one, whatever it cost 

in fees. 

 

Figure 1 — Where EIC Accelerator applicants are eliminated. The written stage removes roughly 

seven applicants in eight; the interview is close to an even contest. Any product optimised to clear the 

written stage cheaply is optimised for the filter its users are least likely to pass. 

Entry pricing is frequently a lead-generation instrument rather than a product. The applicant is then 

moved up a ladder, each step framed as what is now needed to secure the outcome. Where this 

shades into language implying that a higher tier will guarantee a win, it crosses a clear line: no provider 

and no consultant can guarantee the outcome of a competitive evaluation. 

4.6 Codes of conduct and duty of care 

EAIC members operate under a published Code of Conduct. The EIC Board published its own Code of 

Conduct for consultants serving EIC applicants in November 2023, and advises applicants to verify 

adherence before engaging anyone. 

Most entrants to this market are bound by nothing comparable, and it is a fair question how many have 

considered themselves within the scope of that Code. This is the substance of our concern about 

fair competition. It is not that software competes with advisers. It is that an advisory service marketed 

as software escapes the obligations advisory services carry, while competing against firms that accept 

them. 
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5. The training claim: what would have to be shown, and why no one has 

shown it 

The most consequential technical claim in this market is also the least examined. Several providers 

assert that their systems have been trained on corpora of successful applications, or on evaluators’ 

summary reports, and it is this claim — more than any feature — that distinguishes a paid product from 

the free general-purpose model underneath it. It deserves scrutiny on its own terms. 

This is not a hypothetical concern. At the time of writing, providers currently active in the European 

market advertise proposal scoring that they describe as calibrated against actual Evaluation Summary 

Reports; drafting tools said to draw on real successful applications; and abstract-assessment services 

described as built on training sets of hundreds of genuine submissions. We describe these claims by 

class rather than quoting or naming their authors, for the reasons given in Section 9, and we have 

documented the underlying material. The point of this section is that the claim is common, 

commercially decisive, and — as set out below — one that no provider has been asked to 

substantiate. 

The section above described how this market is structured. This one examines the single technical 

claim on which its products are differentiated. 

5.1 What substantiating the claim would require 

Large language models are generalist next-token predictors. Producing fluent, template-compliant 

proposal prose is squarely within that competence and requires no domain adaptation at all. Predicting 

what an evaluator will fund is a different task, and it requires knowledge of what has actually succeeded 

and failed — knowledge absent from general training data because the relevant documents are not 

public. 

A provider can supply that knowledge in two ways. The first is retrieval over the public corpus: work 

programmes, call texts, templates, evaluation criteria, published guidance. This is legitimate, useful, 

available to anyone, and a provider claiming to organise public guidance well is making a 

credible claim we do not dispute. The second is adaptation on a proprietary corpus of real 

proposals and outcomes. That is what is being asserted when a provider says it has been trained on 

winning applications. 

The second route runs into an obstacle that is legal rather than technical. Successful proposals are the 

confidential commercial property of the applicants who wrote them. Evaluation Summary Reports are 

confidential to the individual applicant — issued to one recipient, never published or released in 

bulk. Assembling a meaningful corpus of either requires a lawful basis and the informed consent of 

every applicant concerned, and the requirement compounds with scale rather than easing, because a 

corpus large enough to be useful requires consent from a correspondingly large number of separate 

parties. To our knowledge, no provider making this claim has published any account of the 

corpus, its origin, or the lawful basis on which it was assembled. 

This is the cold-start problem, and it explains why the claim is made so often and substantiated so 

rarely: it is the most effective differentiator available, and the hardest to acquire honestly. 
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5.2 Why this matters to the buyer 

The buyer confronting such a claim faces three possibilities and no way to distinguish between them. 

• The claim is loose. The system was built on public material, and “trained on successful 

proposals” describes prompt design, worked examples, or the founder’s professional 

experience. The product may be perfectly serviceable; the claim is marketing. 

• The claim is accurate as to a small corpus. A consultant-founder has used their own clients’ 

files. Whether those clients consented to their confidential material becoming a training asset, 

and on what basis, is a question the buyer cannot answer. 

• The claim is accurate as to a large corpus. In which case the provenance question is serious, 

and buyers should press it hard. 

There is also a risk that runs in the other direction. Systems trained on small collections of high-

value documents can reproduce fragments of them in later outputs. Where the material is unfiled IP, 

freedom-to-operate analyses and financial models, the consequence of even rare leakage is not a 

defect that can be patched afterwards — it is one client’s confidential position appearing in another 

client’s draft. An applicant uploading pre-patent material has no way to establish whether the system 

they are using was trained in a way that makes this possible (Annex A.6). 

In all three cases the applicant carries the risk. Under the Horizon Europe rules, responsibility for 

submitted content rests with the applicant, and disclosure obligations attach to the tools used and the 

sources used to generate content. An applicant cannot make an accurate disclosure about a system 

whose training provenance the vendor will not specify. 

The testable request is simple, and this paper makes it in Section 10: any provider asserting 

domain-adapted training should state what the corpus consists of, where it came from, and on what 

lawful basis it was assembled. A provider that cannot answer has made a claim it is not in a position to 

support. A provider that can answer will have distinguished itself instantly from those that cannot. 

5.3 What experienced practitioners actually hold — and what they do not 

It is tempting to answer the vendors’ data claim with a competing one: that established consultancies 

possess proprietary corpora of successful applications and are therefore better positioned to build such 

systems. EAIC does not make that argument. 

Client proposals are held under confidentiality and for the purpose of the engagement. A member that 

builds tooling over files held under its own engagements is bound by exactly the standard this paper 

puts to others: a lawful basis, documented consent from the clients concerned, and governance it can 

evidence. A profession asking providers to show their data governance cannot advertise a data 

advantage it has not shown in the same terms. Confidentiality is not a corpus; consent and 

governance are what turn files into one. 

What experienced practitioners hold is different in kind, and more durable. It is accumulated 

professional judgement: having sat through Step 3 interviews and watched which claims a jury attacks 

first; having read Evaluation Summary Reports issued to their own clients, with those clients’ 

knowledge and for those clients’ benefit; having seen which weaknesses proved fatal, which risk 

disclosures reassured a technical expert rather than alarming an investment jury, and how the 

emphasis of a programme shifted between cut-offs in ways that were never written down. 
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That knowledge is tacit, case-specific, and continuously revised by contact with real outcomes. It is not 

a dataset, cannot be extracted into one, and cannot be purchased. It is also, precisely because it is 

not a corpus, the one thing in this market that no cold start can overcome and no training claim 

can substitute for. 

5.4 Consent would not resolve it 

Section 5.1 set out what assembling such a corpus lawfully requires: a lawful basis and each 

applicant’s informed consent. The obvious rejoinder is that consent could be obtained. Suppose it were. 

Take a deliberately generous hypothetical — no such arrangement exists to our knowledge, and we 

describe no actual firm. Imagine a consultancy holding a decade of files, say 500 funded applications 

and 3,000 unsuccessful ones, with every applicant’s agreement to their use: a larger and cleaner 

dataset than any new entrant could assemble, gathered lawfully. It would still not support a system that 

predicts or produces fundable applications. Four reasons, set out in full in Annex A: 

• Knowing that an application succeeded says little about why, because what decided it is largely 

not in the document (A.1). 

• What such a system learns instead is surface resemblance — sector, maturity, geography, 

drafting habits (A.2). 

• The programme changes faster than any collection of past applications accumulates (A.3). 

• No provider could demonstrate that the result worked; the trial required is beyond the scale of 

anyone in this market (A.5). 

That last point cuts both ways, and we state it plainly: 

When any firm in this field publishes a success rate, the figure reflects which clients it took on, 

not evidence that its methods work. No actor in this market can currently do better than that, 

ourselves included. 

The obstacle is not that the data is hard to obtain. It is that the data does not contain the 

answer. 

6. What AI does not do 

Writing is the minority of the work. In a serious EIC application, drafting is the smallest of the 

components that decide the outcome. The remainder is project engineering: establishing what the 

innovation actually is, what need it answers, where the weaknesses lie, and how to construct a 

narrative honest about risk without being self-defeating. Disclosing enough risk to convince a technical 

expert without alarming an investment jury is a judgement made in dialogue with the founders. It cannot 

be generated from a pitch deck. 

Financial construction is not a writing task. Budget architecture, cost-category allocation, the 

grant/equity split, runway and milestone logic, and the consistency of the financial model with the work 

plan require programme-specific fine-tuning that generic tooling does not attempt. Errors here surface 

at due diligence. 
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Ownership of the file cannot be outsourced. This is the failure mode that decides interviews, and it 

is the EIC Board’s own point. A management team that did not build the argument does not own it: they 

arrive unable to explain where a number came from, unable to defend a maturity claim under challenge, 

unable to reconcile the proposal with what they told their last investor. Interviews are designed to find 

precisely this, and nothing improves when the absent author is software rather than a consultant — it 

worsens, since at least a consultant can be put in the room beforehand. 

Where the proposal is collaborative, the consortium is the proposal. Identifying and convincing 

credible organisations for specific roles, balancing capabilities and interests, facilitating partners with 

very different profiles, resolving competing views, agreeing roles and responsibilities, aligning the 

narrative and managing the consistency of partner inputs is a major part of preparation and is 

particularly resistant to automation. For an industrial partner, joining a consortium is an R&D investment 

decision about its own strategy, maturity and value chain — one no tool can take on the company’s 

behalf — and no tool produces a concept that fits every partner without the discussions that produce it. 

And the judgement calls have no automated substitute. Whether a project is mature enough for a 

given call; whether the IP position will survive scrutiny; how a consortium should be composed; how the 

emphasis of a programme has shifted between cut-offs in ways never written down; and the single 

most protective thing anyone can tell an applicant — not this call. 

Table 2 — What an application requires, what automation contributes, and who carries the risk 

Task Share of 
effort 

What automation contributes Who carries the risk 

Call and template decomposition Low High — reliable, low risk, 
genuinely valuable 

Nobody; verifiable against 
public text 

Drafting and editing Minority High — the commoditised 
component 

Applicant 

Establishing the innovation and 
the market need 

High Low — cannot be generated from 
a pitch deck 

Applicant 

Consortium building and partner 
negotiation (collaborative calls) 

High None — the work is interaction, 
not text 

Applicant and every 
partner 

Evidence: TRL, freedom to 
operate, IP position 

High Negative — the categories most 
confidently fabricated 

Applicant 

Market sizing and competitor 
analysis 

High Negative — plausible figures, 
unverified sources 

Applicant 

Financial construction and 
grant/equity logic 

High Low — programme-specific; 
errors surface at due diligence 

Applicant 

Go/no-go judgement on whether 
to apply at all 

Decisive None — no commercial reason 
to advise against applying 

Applicant 

Interview preparation and 
defence 

Decisive None — the one room 
automation cannot enter 

Applicant 

Grant Agreement negotiation 
and reporting 

Post-award None Applicant 
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The pattern is consistent: automation contributes most where the task is public and verifiable, and least 

— or negatively — where the task is specific, evidential and contested. In every row, the risk sits with 

the applicant. 

No single row is the argument. Any one of these tasks may in time be partly assisted by software, 

and a provider that automates one of them will say so. What has no automated substitute is holding all 

of them at once, on experience and professional judgement: aligning a real project with a real call 

without the false fit a model produces when it tries to please its user; allocating a realistic budget across 

partners and work packages; anticipating the implementation and cost-eligibility problems that surface 

at reporting rather than at submission; translating a technology into a credible impact, exploitation and 

business case; reading evaluator expectations from experience; and managing the trade-offs between 

ambition, feasibility, risk, budget and the interests around the table. Strategic ownership, expert review 

and final responsibility stay with a human in the loop — the applicant team first, and any adviser it 

engages. 
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PART II — The evidence 

7. What the evidence shows 

The evidence in this section comes in three strands, and we set them out in that order deliberately. 

First, independent research on what machine-assisted writing does to evaluation outcomes. Second, 

evidence on the reliability of the content these systems generate. Third, EAIC’s own data on whether 

preparation quality affects outcomes at all — flagged as ours, with its limitations stated, because the 

standard this paper asks of others applies to us. 

7.1 The Commission’s own analysis of Horizon Europe 

In March 2026 the European Commission’s Joint Research Centre published LLM-assisted proposal 

writing in competitive R&D funding: Evidence from Horizon Europe (JRC Working Papers on Territorial 

Modelling and Analysis No 02/2026), the first study covering the universe of firm applications to the 

programme. 

Its principal findings: machine-assisted writing rose sharply following the release of general-purpose 

chat models in late 2022, with around 40% of proposal abstracts showing modified content by the 

end of 2024. Adoption is heterogeneous and concentrated among younger and less innovative 

firms, and among firms in countries with lower English proficiency, lower economic development 

and lower R&D intensity. And in cross-sectional analysis, proposals relying extensively on machine-

generated text are associated with lower evaluation scores and lower funding probabilities; partial 

assistance shows only a weak relationship. 

In the interest of accuracy, the study also contains a finding favourable to the technology, which we 

report rather than omit. Analyses exploiting repeated submissions of the same proposals find no 

evidence that adopting machine-assisted writing causally worsens evaluation outcomes, and the 

authors conclude that generative AI may reduce barriers to participation without clear evidence that it 

alters evaluation decisions. 

We accept that conclusion. The democratisation effect is real and welcome. Our position survives it 

and is narrower: heavy reliance correlates with worse scores; no causal benefit has been demonstrated 

in either direction; and neither finding licenses any provider to promise a funding outcome. 

7.2 Convergence 

Separate work on the United States federal funding pipeline finds higher machine involvement 

associated with lower semantic distinctiveness — proposals clustering around common language 

and positioning closer to work already funded. Notably, this is not a finding the market disputes: 

providers themselves warn buyers that generic machine-generated content makes a proposal sound 

like everyone else’s and that evaluators notice. The difficulty is that they then sell machine-assisted 

drafting as the remedy for a problem machine-assisted drafting produces. 

For a programme that exists to select breakthrough and market-creating innovation, convergence 

toward the already-funded mean is the wrong optimisation. Extrapolation from US data to the EIC is our 

inference and we present it as such; the underlying study is a preprint whose status should be 

confirmed before citation. 
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7.3 Accuracy where accuracy is adjudicated 

The scale of the problem is documented in the peer-reviewed literature. A 2025 experimental study 

verifying every citation generated by a current frontier model across six literature reviews found that 

20% of citations were entirely fabricated, and that among those referring to real publications a 

further 45% contained bibliographic errors — so that close to two-thirds of generated citations were 

fabricated or inaccurate. Fabrication rates rose materially for specialised and less-visible topics, which 

is the category most EIC applications fall into. Cross-model benchmarking reports wide variation 

between systems, with fabrication rates ranging from the low double digits to the substantial majority of 

citations depending on the model and task. Market sizes, competitor characterisations, regulatory 

pathways and references are the categories these systems fabricate most confidently — and the 

categories evaluators scrutinise most closely. Verification takes longer than compiling the material 

correctly, and the applicant rarely knows which claims require checking. The NIH now treats fabricated 

citations in applications as a potential research-integrity matter. 

7.4 Preparation quality and outcomes 

EAIC has published data bearing on whether preparation affects outcomes, and we set out both the 

figures and their limitations. 

An anonymised survey of EAIC members covering EIC Accelerator submissions, published in 2022, 

gathered 338 cases — approximately 11% of all submissions to the programme. Against a 

programme success rate of around 7% at the time, members averaged roughly three times that 

rate; the strongest reached 25–30%, the majority 12–15%. EAIC has separately published that its 

members supported 40% of projects selected for EIC Accelerator funding in 2021, and a further 

survey found members supported 36% of Accelerator companies funded in the Widening 

countries, frequently without an office in the country concerned. 

Two qualifications. These figures are self-reported by members and are several years old; a refreshed 

survey would be worth commissioning. And they do not, on their own, separate preparation quality from 

client selection — a consultant who declines weak projects will report a higher success rate without 

having improved anything. We say so because the standard we ask of others applies to us, and 

because Annex A.5 explains why no actor in this market — ourselves included — is in a position to 

publish properly measured efficacy. 

What they do establish is the proposition that matters here: a minority of submissions accounts for 

a disproportionate share of awards. That is not an argument that consultants are necessary. It is 

evidence that how an application is prepared measurably affects whether public money reaches the 

right projects — which is precisely what the premise “success is a text-production problem” denies. 

8. How the funding authorities have responded 

8.1 Why the authorities acted: volume against fixed evaluation capacity 

The structural mechanism is simple. A competitive programme functions because application volume 

and evaluation capacity remain roughly in balance, and the effort of preparing a credible proposal 

historically kept volume self-limiting. Generative AI removes that limit on the supply side and adds 
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nothing to the demand side: an evaluator requires the same hours whether a proposal took three 

months or thirty minutes to produce. 

The consequences are no longer hypothetical: slower evaluation, collapsing success rates, evaluators 

triaging rather than assessing, and countermeasures — pauses, caps, rebuilds — that fall hardest on 

honest applicants. What follows is what each of the authorities that met this first actually did about it. 

Table 3 — What funding authorities did when machine-assisted applications arrived at scale 

Authority What was observed Response Effect on the written 
document 

Innovate UK 
(United Kingdom) 

Smart Grants round drew 
2,134 applications for 44 
awards — a c. 2% 
success rate, the lowest 
recorded 

Programme paused from January 2025; 
entire application process being rebuilt 
“from the ground up because of the 
existence of AI” (House of Lords 
evidence, July 2025) 

Weight removed; 
process redesigned 
around what the 
document cannot 
demonstrate 

NIH (United States) A single principal 
investigator submitting 
more than 40 distinct 
applications in one round 

Notice NOT-OD-25-132 (July 2025): 
applications substantially developed by 
AI are not original and will not be 
considered; six applications per 
investigator per year 

Machine authorship 
made a disqualifier; 
volume capped 

European 
Commission 
(Horizon Europe) 

Rising machine-assisted 
authorship across the 
programme 

Mandatory disclosure of tools used and 
sources used to generate content; non-
disclosure can render a proposal 
ineligible; full liability retained by the 
applicant 

Burden of verification 
shifted onto the 
applicant 

EIC (Accelerator) Written applications an 
imperfect guide to which 
companies should be 
funded (a longstanding 
concern, not an AI-driven 
one) 

Cap of three unsuccessful attempts; 
staged evaluation with a face-to-face 
jury; full proposal cut from 50 to 20 
pages for 2026; expert-led technical 
due diligence with a direct applicant 
meeting before the jury; six batched 
evaluations a year 

Decisive weight 
moved from the 
document to live 
examination 

Independent 
Research Fund 
(Denmark) 

Substantial generative-AI 
use in applications 

Declaration required Disclosure obligation 
established 

 

The detail behind each row, and the reasoning the authorities gave, follows below. 

8.2 United Kingdom 

Innovate UK’s Smart Grants was the country’s best-known open innovation competition, funding 

roughly £100 million a year across all sectors. Its final round before suspension received 2,134 

applications, of which 1,676 proceeded to assessment, against a pot reduced from £25 million to £15 

million. Forty-four projects were funded — a success rate of about 2%, the lowest recorded, with 

funded scores between 87.2% and 94.4%. Innovate UK paused new Smart Grants competitions 

from January 2025, and the scheme has not reopened in its previous form. 
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We attribute this to no company, and the evidence supports no one who does. The systemic fact is the 

argument: a flagship national programme became unworkable at the volumes it was receiving and was 

withdrawn from the market. The applicants who lost access to it were not the ones generating the 

volume. 

On 8 July 2025, Innovate UK’s executive chair told the House of Lords Science and Technology 

Committee that he had “already pulled the trigger” on rebuilding the agency’s entire grant application 

process “from the ground up because of the existence of AI”, noting that time from application to 

funding had already fallen 32%, from 173 to 118 days. The rebuild was confirmed under way in March 

2026. A national innovation agency does not rebuild its application process from the ground up 

because a technology has made applications better. 

In the same hearing, the executive chair said something quoted at our profession rather than by it, 

which we therefore quote in full: “I have little sympathy for anyone using grant-writing companies today, 

when ChatGPT exists and you can get it done for free… I think that world has completely changed 

within the last 12 months.” 

We do not dispute the remark, and we consider it more damaging to the market described in this paper 

than to ours. It dismisses paying for text production — which falls with equal force on a firm charging 

€50,000 for text and a platform charging €1,000 for it, and leaves untouched the work the rebuild is 

designed to test. Its empirical claim concerns production, not competitiveness: the remark was made in 

July 2025, and the Commission’s March 2026 analysis found extensive reliance on machine-generated 

text associated with lower scores. And the remedy it proposes — rebuilding the process so the written 

document no longer decides — is precisely this paper’s recommendation. 

8.3 United States 

On 17 July 2025 the NIH issued Notice NOT-OD-25-132, Supporting Fairness and Originality in NIH 

Research Applications, effective for the 25 September 2025 receipt date. It provides that applications 

substantially developed by AI, or containing sections substantially developed by AI, are not 

considered the original ideas of applicants and will not be considered, and warns that AI use 

resulting in plagiarism or fabricated citations may be referred for research-integrity action. It 

simultaneously caps each Principal Investigator at six applications per calendar year. 

The stated reason is explicit: NIH had observed principal investigators submitting large numbers of 

applications, some apparently AI-generated, and recorded that AI tools had enabled a single 

investigator to submit more than 40 distinct applications in one submission round. NIH noted that 

only 1.3% of applicants exceeded six applications in 2024 — the cap protects review capacity from a 

small number of high-volume submitters. 

For any applicant told that automation confers a competitive advantage, this is the clearest available 

warning: at the largest research funder in the world, substantial AI authorship is a disqualifier. 

8.4 European Union 

The EIC’s application architecture has been reshaped repeatedly to manage rising application 

volume and to improve the quality of selection. The staged process, the simplified short application 

and the cap of three unsuccessful attempts were introduced to raise the success rate by reducing the 

number of applications reaching full evaluation that were never likely to meet the threshold. The 
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Commission describes the 2026 round in the same terms: a simplified process including “a clearer 

assessment of technology readiness to support more efficient investment decisions”. 

The cumulative effect is a steady reduction in what the written document decides. Step 3 is a face-to-

face jury from which consultants are excluded. For 2026 the full proposal was cut from fifty pages to 

twenty. From 2026 each full proposal is examined by an external technology specialist who meets the 

applicant directly and reports to the evaluators and the EIC Fund before the jury sees the file. Two 

annual cut-offs became six batched dates with three interview sessions a year. 

Over successive work programmes the EIC has added points at which a written claim must be 

examined directly, with the applicant present. 

These measures were not necessarily introduced in response to artificial intelligence. They nonetheless 

address the same effects AI has produced in other jurisdictions — rising volume against fixed 

evaluation capacity, and written text that no longer discriminates between applicants — and are likely to 

matter more as those effects accelerate. The pressure is documented: only the top 16% of Horizon 

Europe applications were funded, and nearly seven in ten high-quality proposals went unfunded for 

want of budget. 

A disclosure requirement now applies across the programme. Since 2025 applicants must declare 

the AI tools and sources used to generate content; non-disclosure can render a proposal ineligible, and 

responsibility for all submitted content rests with the applicant. Denmark’s Independent Research Fund 

requires a comparable declaration of substantial generative-AI use. 

8.5 A counter-argument the pattern invites 

The evidence above supports an argument that runs against this paper, and it should be met rather 

than left implicit. Some providers may reasonably make it. If the funding authorities are themselves 

shifting weight away from written text and towards live examination, then the written application is 

becoming a formality — and the rational strategy is to clear it as cheaply and quickly as possible and let 

the interview decide. On that reading, a tool that drafts imperfectly but fast is not cutting corners; it is 

allocating effort to the stage that now matters. 

The argument is coherent, and it takes the direction of travel seriously. It fails on the numbers set out in 

Section 4.5. 

The written stage is where almost everyone is eliminated. Of the 923 companies that submitted full 

proposals in the October 2025 cut-off, 13% reached the interview. Once in front of the jury the odds 

were roughly even — around 50% in that round, 44% in the May 2026 batch, 27% in March 2025. 

Interviews are close to a coin flip; the document is the filter that removes seven applicants in 

eight. A tool optimised to reach the interview cheaply is optimised for a stage most of its users will 

never see. 

And the two stages test the same thing. The full proposal asks for the evidence — the technology 

claim, the freedom-to-operate position, the market case, the financial logic. The jury asks the team to 

defend that evidence live, without notes, and since 2026 a technology expert examines it with the 

applicant before the jury sees the file at all. A proposal rejected at the written stage is rejected because 

the evidence is thin, which is precisely what will be missing in the room. There is no configuration in 

which an application is weak enough to fail on paper but strong enough to survive direct examination. 
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A cheap failed attempt is not cheap. Applicants are limited to three unsuccessful applications in the 

current period. Lowering the monetary cost of an attempt while leaving its quota cost untouched shifts 

expenditure from a resource the applicant can replace to one they cannot. 

The argument also concedes our case. Anyone advancing it has accepted that writing is not what 

wins, which is the contention of Section 3. What remains in dispute is only whether it is rational to buy 

rapid passage to a filter one is statistically unlikely to clear. And the reforms described above reduce 

the weight of text for those who reach the later stages; they do nothing for the applicants that text 

eliminates first. 

8.6 What the pattern shows 

Five bodies, across three jurisdictions, acting independently of one another and on different legal 

instruments — and one direction of travel: rebuild the process, cap the volume, verify the 

substance, and stop rewarding the document. 

These measures did not share a single trigger. The UK suspension and rebuild, the NIH originality rule 

and submission cap, and the Commission’s disclosure requirement were introduced in response to 

machine-assisted volume; the EIC’s changes were not. They nonetheless point the same way: towards 

live examination, verifiable specifics, and applicants able to defend their own claims. 

Not one funding authority has responded to the arrival of AI by placing more weight on written 

text. A market selling optimised written text is selling into a system that is deliberately engineering the 

value out of it. 
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PART III — Assessment and conclusions 

9. Testing the claims against their own sources 

Providers in this market have begun citing official documents in support of commercial claims. Those 

citations should be checked, and often they do not hold. 

We name no provider and link to no marketing material; giving commercial claims additional circulation 

is not the purpose of this paper. The rule we apply throughout is deliberate and we state it so that 

readers can hold us to it: official documents are quoted in full and cited, so that any reader may 

verify them; commercial claims are described by class and never quoted, so that no provider is 

identified and no marketing is amplified. Every characterisation of commercial claims in this paper is 

supported by dated source material held on file and available to the association’s members. We invite 

readers to apply the same test to any provider of application support, including to us. 

9.1 The EIC Board review 

A recurring argument in recent commercial commentary holds that professional support in this field has 

been rendered obsolete and that its fee models are illegitimate. That argument is now routinely 

presented as resting on the authority of the EIC Board’s own review of the use of consultants (28 

February 2025), on the strength of two quotations: that success fees are “not eligible costs”, and that 

“the EIC instruments are not designed for consultants”. 

Both quotations are accurate. Neither carries the meaning attributed to it. 

“Not eligible costs” is a budgeting rule: a consultant’s success fee cannot be charged to the EC grant 

budget, so the applicant must fund it from elsewhere. It is not a finding that success fees are improper. 

In the same section the Board describes success fees as established industry practice, explains why 

applicants often prefer them to fixed fees, notes that they are commonly tapered as grant size rises, 

states that the combination of application support and critical review “may justify a mix of fix fee and 

success fee”, and advises applicants how to negotiate them. A document giving guidance on 

structuring a fee is not a document abolishing it. 

“The EIC instruments are not designed for consultants” opens the Board’s concluding section. The 

next sentence reads: “the EIC Board is agnostic about consultants.” Earlier the Board writes that “for 

some companies good consultants can provide added value and support to applicants.” 

Two accurate quotations, arranged to support a conclusion the source does not reach. We impute no 

motive; we note only that the claim was offered as resting on that document, and that the document 

does not bear it. 

9.2 What the same document establishes 

Read in full, the Board’s review is the clearest available statement of the argument in Section 3 — and 

it was written by neither party to this dispute. It records that “many proposals fail not because they are 

badly written but because the presented business case has fundamental flaws”; that applicants must 

fully understand and digest their own proposal because “juries recognise applicants that have not 

understood their own proposal”; and that “you are fully responsible for the content of your proposal, and 
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any mistake in the proposal is your mistake” — which applies with equal force to a mistake generated 

by software. 

It also advises applicants to “demand the consultants reveal their success rate” and obtain contactable 

references. EAIC accepts that standard without qualification and asks only that it apply to every 

provider of application support, whatever the interface. It is currently demanded of consultants and 

of no one selling software. 

The Board criticises bad consultancy practice sharply, and we do not dispute those criticisms; several 

describe practices we ask this market to avoid. But the document sets a standard of conduct. It does 

not announce the obsolescence of advice. 

9.3 The research paper cited 

The same commercial commentary cites the JRC working paper discussed in Section 7.1 in support of 

its case. That paper finds heavy reliance on machine-generated text associated with lower scores and 

funding probabilities, with adoption concentrated among younger firms and firms in lower-R&D-intensity 

countries — the population these providers most often identify as the one they exist to serve. A source 

cited to support a product’s premise is, on the point that matters most, evidence against it. 

9.4 The fee argument 

Much of this commentary’s rhetorical force comes from a pricing comparison — a five-figure retainer 

plus a percentage of grant value, set against a fixed per-proposal software fee, characterised as an 

access tax on public money. 

We do not propose to argue about the percentage. Reported rates vary widely, and any figure invites a 

counter-example at the other end of the range. The argument does not turn on the number, because a 

fee is not made legitimate by being small or illegitimate by being large. Innovation consultancy in 

Europe is a competitive private market with many pricing models; applicants can request several offers, 

as the EIC Board expressly advises, negotiate, or use the substantial free support available from 

National Contact Points, Technology Transfer Offices and the EIC’s own coaching. A fee freely quoted, 

freely compared and freely accepted is not a tax. 

What determines whether such a market is functioning is whether the buyer knew what the service was, 

could compare alternatives, and received what was described. That is the standard we defend, and it 

is the standard we ask of everyone — including of a product whose outcome claim, on the evidence 

in Sections 7 and 9.3, is currently the unsupported one. 

10. Recommendations 

10.1 To providers in this market 

1. State plainly whether you sell software, advisory services, or both, and disclose ownership 

or commercial links between a “neutral” tool and any advisory business it feeds. 

2. Substantiate or withdraw outcome claims. Publish methodology, sample and baseline, or do 

not make the claim. This is the EIC Board’s own standard for consultants and should apply to 

everyone. 
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3. Disclose any selection dynamic. State whether users of an automated tool are assessed for 

suitability for a paid advisory offer, and publish outcome data on a defined and disclosed 

population. 

4. Do not imply guarantees. No actor can guarantee the outcome of a competitive evaluation. 

5. Tell applicants when they should not apply. 

6. Quote official sources in full, so readers can verify that a cited passage says what is claimed. 

7. Evidence your data governance — hosting location, retention, model-training terms — before 

inviting anyone to upload unfiled IP or financials. 

8. Substantiate or withdraw training-data claims. Any provider asserting that its system has 

been adapted to this domain on proprietary material should state what the corpus consists of, 

where it came from, and on what lawful basis it was assembled — and should withdraw any 

claim to be trained on confidential Evaluation Summary Reports absent documented consent 

from the applicants concerned. A provider organising public guidance well should say so; that 

claim is credible and needs no embellishment. Annex A.8 sets out the scope of this request: it 

applies to claims of adaptation on proprietary corpora, not to retrieval, editing or review. 

9. Adopt a code of conduct commensurate with the advisory function performed. The EIC 

Board’s Code exists and is public. 

10. State who answers for what. The applicant signs and answers for the content; the provider 

answers for data handling, for the provenance of and consent for any training material, and for 

the extent of human review actually performed — and should say so in its terms. 

10.2 To applicants 

Five questions before purchase. Who owns this tool, and what do they sell next? What independent 

evidence supports the outcome claim? If this goes wrong, who is accountable? When this product cites 

an official document, does the document actually say that? And one to ask yourselves: who in our team 

can defend every statement in this document, without notes, in the interview? Where the answers are 

unclear, that is itself the answer. 

10.3 To the European institutions 

1. State publicly and repeatedly what wins. The most effective and least costly intervention 

available. Applicants buy automated proposal writers because they believe text is what wins; the 

EIC Board has already said otherwise, and it needs saying more often, more loudly, and in the 

calls themselves. Only the funding authority can correct that belief at scale. 

2. Treat evaluation capacity as critical infrastructure in the design of the next Framework 

Programme: evaluation formats that reward verifiable specifics and live interaction over polished 

text, and submission architectures that manage volume without excluding genuine first-time 

applicants. The United Kingdom is rebuilding for exactly this reason; Europe has the advantage 

of acting before the pause rather than after it. 

3. Carry the disclosure requirement forward and enforce it on the applicant’s declaration. 

4. Apply consumer-protection principles to this market. Unsubstantiated outcome claims 

made to SMEs are a consumer-protection question, not a technology question. 
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10.4 To EAIC members 

Be explicit about scope, fees and payment triggers before an engagement begins. Decline 

engagements we cannot serve, and say so early. Disclose our own use of AI. Publish outcome data 

and be willing to be measured on it — we are asking others to do exactly that, and we should be the 

ones already doing it. 

11. Conclusion 

This paper began with a narrow empirical question: does the evidence support the proposition that 

automated proposal production improves an applicant’s prospects in ultra-competitive European 

innovation funding? 

On the record now available, it does not. 

The premise was wrong from the outset. The EIC Board, which has no interest in this dispute, 

records that proposals fail for want of a defensible business case rather than for want of good writing, 

and that juries recognise applicants who have not understood their own proposal. Drafting was always 

the minority of the work. 

The measured effect runs the wrong way. The Commission’s own analysis of every firm application 

to Horizon Europe finds heavy reliance on machine-generated text associated with lower scores and 

lower funding probabilities, concentrated among precisely the applicants this market says it is 

empowering. That the same study finds no causal worsening, and finds a real widening of participation, 

does not rescue the commercial claim. It establishes that AI lowers the barrier to applying, not the 

barrier to winning. 

The funders have already acted, and in one direction. A flagship British programme was withdrawn 

after a 2% round and its application process rebuilt because of AI. The largest research funder in the 

world now refuses applications substantially developed by AI and caps submissions per investigator. 

The European Commission requires disclosure and leaves liability with the applicant. No authority 

anywhere has responded by valuing the written document more. 

And the market’s structure conceals who is selling what. Products marketed as the alternative to 

consultants are frequently operated by consultants; the differentiating technical claim rests on material 

whose lawful assembly requires consent no provider has evidenced; and none has published audited 

outcomes or accepted the obligations that attach to giving advice. Every category of risk — content, 

eligibility, confidentiality, the cost of a consumed attempt — sits with the applicant. 

These are not four complaints. They are one finding: a commercial promise has been built on a 

premise the funding system has already discarded, and the cost of the mismatch falls on the 

applicants least able to bear it. 

The remedy is not restriction. Applicants should remain free to use any tool, and the participation effect 

the JRC identifies is worth protecting. What is required is transparency — about what is being sold, by 

whom, on what evidence, and with what accountability — together with a clear and repeated statement 

from the funding institutions about what actually determines success. 

Artificial intelligence has been clarifying here. It removed the part of the work that was never the 

constraint and left exposed the part that always was: the slow, specific business of building a case that 
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holds up under challenge. That work cannot be compressed, purchased in minutes, or delegated to a 

system that will not be in the room when the questions are asked. 

Applicants deserve to be told this plainly by everyone who takes their money — including us. 
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• Study of LLM involvement and semantic distinctiveness in the US federal funding pipeline (preprint — 

confirm status and citation before publication). 
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throughout Europe. Since 2021, EAIC members have supported more than 550 Horizon Europe 

projects and more than 70 Innovation Fund projects, while also working extensively with beneficiaries 

and innovation ecosystems at national and regional level. 
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Annex A — Technical constraints on domain adaptation in this field 

Supporting material for Section 5.4. Prepared for readers assessing vendor claims about model 

training. Confidence levels are stated where they vary. 

A.1 The learning problem. A system intended to predict or generate fundable applications must learn 

a mapping from proposal text to evaluation outcome. Two properties of this domain make that mapping 

unusually difficult to estimate: the outcome depends heavily on variables not represented in the text, 

and the observed label is itself imperfectly reliable. The first point is the more important. Funding turns 

on the maturity of the technology, the quality of the team, the state of the market, the budget available 

at that particular cut-off and the composition of the panel — most of which is either absent from the 

proposal or present only as the applicant’s own assertion. The information a system would need to 

learn from is therefore largely not in the documents it would be trained on. The outcome label records 

that an application succeeded without recording why. Both are established characteristics of 

competitive peer review rather than contested claims. (High confidence.) The specific magnitude of 

evaluator disagreement varies by scheme and study; figures should be sourced individually before 

citation rather than asserted generally. 

A.2 Confounding. Optimisation identifies the cheapest available correlates of the label. In a corpus 

drawn from one firm’s caseload, the most accessible correlates are sector, technology-readiness 

profile, company maturity, geography, work-programme vintage, and the firm’s own drafting 

conventions and intake criteria. A model may therefore achieve apparently good in-sample 

performance while having learned nothing transferable about what makes a project fundable. 

(Established failure mode; high confidence.) 

A.3 Non-stationarity. Programme rules, evaluation architecture and portfolio priorities in the 

Accelerator have changed repeatedly since 2019. Training data spanning several regimes is 

heterogeneous in a way that is not visible to the model; restricting to a single regime reduces the 

effective sample by roughly an order of magnitude. Performance also decays after deployment, and the 

decay is difficult to monitor because ground-truth outcomes arrive with a lag of months and in small 

batches. (Inference from programme history; high confidence.) 

A.4 Class imbalance. With approximately 14% positives, trivial majority-class prediction yields 86% 

accuracy. Meaningful lift requires textual signal above the base rate, and on a corpus of a few thousand 

documents the margin between genuine lift and overfitting is narrow. (Straightforward; high confidence.) 

A.5 Verification. Detecting an improvement from a 5% to a 7.5% success rate at conventional 

statistical thresholds — 80% power, p<0.05 — requires on the order of 1,470 applications per arm 

under a simple two-proportion comparison, approximately 3,000 in total, allocated prospectively and 

randomly across multiple cut-offs. (Our calculation; the assumptions are stated so that readers may 

check them. A paired or stratified design would reduce the requirement somewhat, but not by an order 

of magnitude.) No actor in this market has access to samples of that size. The practical consequence is 

that reported success rates measure selection rather than performance: a firm that accepts only strong 

applicants will report high figures whether or not its methods add anything, and a firm that takes all 

comers will report low ones for the same reason. Neither figure tells a prospective client what the 

provider contributes. The implication is symmetrical and worth stating plainly: published success 

rates in this field, whether quoted by software vendors or by consultancies, reflect client 

selection rather than measured efficacy, and should be read accordingly. 
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A.6 Memorisation and disclosure risk. Fine-tuning on small corpora of high-value confidential 

documents creates a risk of training content being reproduced in later outputs. The magnitude is 

regime-dependent — lower with parameter-efficient methods and few training epochs — so this is 

properly treated as a governance question requiring controls and disclosure rather than as a certainty. 

(Established phenomenon; magnitude varies. Moderate-to-high confidence.) Where the material 

comprises unfiled IP, freedom-to-operate analyses and financial models, the consequences of even 

rare leakage are not remediable. 

A.7 What the data would support. The most informative subset of any such corpus is resubmission 

pairs: the same project, revised, with a different outcome. This approximates a natural experiment and 

is the design the JRC study exploits. Per-criterion scores from Evaluation Summary Reports would be 

materially more informative than binary outcomes — which is precisely why access to them is claimed 

so often. Even so, the exercise remains small-sample causal inference against a moving target. 

A.8 Scope of this annex. These constraints apply to claims of domain adaptation on proprietary 

proposal corpora. They are not an argument against retrieval, structured decomposition of public call 

material, editing assistance, or adversarial review, all of which are useful and carry none of these 

difficulties. Readers should also note that not every provider claims fine-tuning; some may rely 

entirely on retrieval over public sources. This annex is offered as a test to apply to a claim, not 

as an accusation that any particular provider has made one. 

 


